ADVANCED USAGE PATTERNS
OF SCALA UDF IN PYSPARK

Andrey Titov




060 MHe

m Data Engineering

m SystemsEngineering
m Apache Spark

m Scala

m Python




Spark’

m Apache Spark — Habop 6UbAMOTEK AN pacnpeAeneHHON 06pPabOoTKMU AAHHbIX
m  OpMH M3 cambIx NONYASPHbIX NPOEKTOB B obAacTu Big Data

m SQL, BKAOUaAOLWMK B ceba:
—  OKOHHbIE QYHKLMNMU
- CoeauHeHus
— BcTpO€HHbIE PYyHKLMU
— [loAb30BatenbCKue QyHKLUN

m [loppepxka NOTOUHOM 06PabOTKU AAHHbIX
m MOXHO nMcaTb Ha HECKOABKMX A3blkax 0AHOBpPeMeHHO (Python, Scala)
m Haanume KOHHEKTOPOB AN PabOoThbl ¢ BOAbLLMHCTBOM 6a3 1 GopmMaToB AAHHbIX




O AOKAAAE

m OCHOBHblIE NPUYNHBI HU3KOW MPOU3BOAUTEABHOCTM PySpark
MPUAOXEHUN

m [IpUMEHNMOCTb MOAL30BATEABCKMX GYHKLUW
m Buabl 1 ocobeHHocT UDF B Spark
m HepocTaTtku «cTaHpAapTHOro» cnocoba ucnoab3oBaHune Scala UDF

m AAbTEPHATMBHbIKN cnocob co3paHna Scala UDF v ero npeumyLlectsa




[Touemy Topmo3uT PySpark npunoxeHue

m lcnoab3oBaHue RDD API

m HepocTtatouHOE KOAMYECTBO NApPTULINK
m [lepeKkocbl AAHHbIX

m He xBaTaeT pecypcoB

m Hu3kKaa ytmamsaumsa pecypcoB

m CartesianProduct

m HeontumanbHoe mncnoab3oBaHue UDF




[TOAb3OBATEABCKUE
OYHKUNIA




ObLine cBepeHUS

m /N\tobbie UDF (paxe Scala)
3aMeANAOT 06paboTKy AaHHbIX

m AaHHble DF Bcerapa xpaHartca
BHYTPU JVM, paxe Koraa
ncnoab3dyerca PySpark

m [1o BOBMOXHOCTU HEOBXOAMMO
MCMNOAb30BaTb GYHKLIMN:
- pyspark.sql.functions

— SOL built-in functions

from pyspark.sql.functions import from_json, 1lit, udf, col
from pyspark.sql.types import *
import json

df = spark.range(l).select(lit("""{"foo": "bar"}""").alias("value"))
df.show()

r_type = StructType([StructField("foo", StringType())])

value|

|{Ilfooll: Ilbarll}l

def parse_json(data):
return json.loads(data)

json_udf = udf(parse_json, r_type)

df.select(json_udf(col("value"))).show()

|parse_json(value) |

lbar] |

f_json = from_json(col("value"), r_type)
df.select(f_json).show()

| jsontostructs(value) |

bar] |




Row-at-a-time UDF

from pyspark.sql.functions import col, udf

my_udf = udf(lambda x: x * 2, IntegerType())
spark.range(10).select(my_udf(col("id"))).show()

Kaxablt BOPKEP GOPKAET HECKOABKO +— +
pyspark.daemon npoueccos |<lambda>(id) |

+-— +
AaHHblE Ha BOPKepPax NepeAatoTca MeXAY | 0|
JVM u Python uepes nawn ¢ 2|
ncrnonb3oBaHuem Pickle SerDe gI
DyHKUUA 1 ee 3aBUCUMOCTU Ha ApamnBepe 13I

ncnonb3doBaHunem Pickle SerDe 14 |
16 |
18|
+

I

I

I

I
nepepaeTcsa Ha BOPKePbI Mo CETU C | 12|

I

I
BosBpallaemada cxema yka3biBaeTca ABHO |

+_

== Physical Plan ==

*%(2) Project [pythonUDF@#75 AS <lambda>(id)#73]

+- BatchEvalPython [<lambda>(id#70L)], [id#70L, pythonUDF@#75]
+- x(1) Range (0, 10, step=1, splits=6)



. case class BatchEvalPythonExec(udfs: Seq[PythonUDF], output: Seq[Attribute], child: SparkPlan)
ROW—at—a-tlme UDF extends EvalPythonExec(udfs, output, child) {

protected override def evaluate(

funcs: Seq[ChainedPythonFunctions],
arg0ffsets: Array[Array[Int]],
iter: Iterator[InternalRow],
schema: StructType,

context: TaskContext): Iterator[InternalRow] = {
EvaluatePython.registerPicklers() // register pickler for Row

val dataTypes = schema.map(_.dataType)
val needConversion = dataTypes.exists(EvaluatePython.needConversionInPython)

// enable memo iff we serialize the row with schema (schema and class should be memorized)
import net.razorvine.pickle.{Pickler, Unpickler} val pickle = new Pickler(needConversion)

_ EvaluatePython.toJava(row, schema) val inputIterator = iter.map (...)!grouped(100) map(x => pickle.dumps(x.toArray))

// Output iterator for results from Python.
val outputIterator = new PythonUDFRunner(funcs, PythonEvalType.SQL_BATCHED_UDF, argOffsets)
.compute(inputIterator, context.partitionId(), context)

val unpickle = new Unpickler
val mutableRow = new GenericInternalRow( size = 1)
val resultType = if (udfs.length == 1) {...} else {...}

val fromJava = EvaluatePython.makeFromJava(resultType)

outputIterator.flatMap (...).map (...)




Vectorized UDF

from pyspark.sql.functions import col, pandas_udf

my_udf = pandas_udf(lambda x: x * 2, IntegerType())
m Ha BxoA B GYHKUUIO NOAAOTCSH spark.range(10).select(my_udf(col("id"))).show()

BeKTopa pandas.Series

| <lambda>(id) |
m  AAA cepuanmsaumm AaHHbIX : :
BMecTO Pickle ncnoabsyertcs | 0|
Arrow | 2|
| 4|
m Bosspalaemas cxema I gI
YKa3blBaeTCsA ABHO | 10|
| 12|
| 14|
| 16|
|

18|

== Physical Plan ==

*(2) Project [pythonUDF@#91 AS <lambda>(id)#89]

+— ArrowEvalPython [<lambda>(id#86L)], [id#86L, pythonUDF@#91]
+- %(1) Range (0, 10, step=1, splits=6)




. case class ArrowEvalPythonExec(udfs: Seq[PythonUDF], output: Seq[Attributel], child: SparkPlan)
VeCtorlzed UDF extends EvalPythonExec(udfs, output, child) {

private val batchSize = conf.arrowMaxRecordsPerBatch
private val sessionlLocalTimeZone = conf.sessionLocalTimeZone
private val pythonRunnerConf = ArrowUtils.getPythonRunnerConfMap(conf)

protected override def evaluate(
funcs: Seq[ChainedPythonFunctions],
arg0ffsets: Array[Array[Int]],
iter: Iterator[InternalRow],
schema: StructType,
context: TaskContext): Iterator[InternalRow] = {

val outputTypes = output.drop(child.output.length).map(_.dataType)

val batchIter = if (batchSize > @) new BatchIterator(iter, batchSize) else Iterator(iter)
val columnarBatchIter = new ArrowPythonRunner(...).compute(batchIter,| context.partitionId(), context)
new Iterator[InternalRow] {
private var currentIter = if (columnarBatchIter.hasNext) {...} else {...}
override def hasNext: Boolean = ...
override def next(): InternalRow = currentIter.next()
}

}
}




class ArrowPythonRunner(
. funcs: Seq[ChainedPythonFunctions],
Vectorized UDF

arg0ffsets: Array[Array[Int]],
schema: StructType,

timeZoneld: String,

conf: Map[String, Stringl)

extends BasePythonRunner[Iterator[InternalRow], ColumnarBatch](...) {

protected override def newWriterThread(
env: SparkEnv,
worker: Socket,
inputIterator: Iterator[Iterator[InternalRow]],
partitionIndex: Int,
context: TaskContext): WriterThread = {
new WriterThread(env, worker, inputIterator, partitionIndex, context) {

protected override def writeCommand(dataOut: DataOutputStream): Unit = {...}

protected override def writeIteratorToStream(dataQut: DataOutputStream): Unit = {
val arrowSchema = ArrowUtils.toArrowSchema(schema, timeZoneld)
val allocator = ArrowUtils.rootAllocator.newChildAllocator(...)
val root = VectorSchemaRoot.create(arrowSchema,| allocator)

Utils.tryWithSafeFinally {
val arrowlriter = ArrowWriter.create(root)
val writer = new ArrowStreamWriter(root, provider = null, dataOut)
writer.start()

while (inputIterator.hasNext) {
val nextBatch = inputIterator.next()

while (nextBatch.hasNext) {

arrowlriter.write(nextBatch.next())
} val nextBatch: Iterator[InternalRow]




SCALA UDF




CTaHAapTH b||;| BapmaHT from pyspark.sql.functions import expr

from pyspark.sql.types import *

m HyXHO ABHO pernctpmMpoBaTb spark.udf.registerJavaFunction(
"my_udf",
m HeobxoaMMO ABHO yka3aTb BO3BpaLlaeMbii "local.spark.MyStandardFunc",

IntegerType())
TN B TPEX MECTaxX 2 5

spark.range(10).select(

m HecoBnapeHUEeTUNOB BbIABAAETCHA TOAbLKO B col("id").cast("int").alias("a"),
paHTanme col("id").cast("int").alias("b"),
col("id").cast("int").alias("c")

O HeO6XOAVIMOyKaSaTbTMI'I BXOAHbIX KOAOHOK ).select(expr("""my_udf(a, b, c)""")).show(2)

B ABYX MECTaxX } i
|UDF:my_udf(a, b, c)|

m lcnonb3oBaHue: | |
0

- spark.sql(...) | 3]
- expr(..) | |
package local.spark
m be3 ncnonb3oBaHUA select HeAb3S
nepepaTb B QYHKLUUIO MPOU3BOAbLHYIO import org.apache.spark.sql.api.java.UDF3

KOAOHKY pyspark.sql.Column
class MyStandardFunc extends UDF3[Int, Int, Int, Int] {

def call(tl: Int, t2: Int, t3: Int): Int = t1 + t2 + t3
}




A nonpoLue HeAb3sl ObINO?




from pyspark.sql.column import Column, _to_seq, _to_java_column
from pyspark.sql.functions import col

AAbBTEPHATUBHbLIN BapuaHT def call(sargs):

He HYy>XXHO AIBHO YKa3blBaTb
BO3BpallaemMbiv TUN B Python -
ONnpeAeAUTCa aBTOMaTUYECKH

m He HYyXHO perncrpupoBarb —
MPOCTO UCMOABb3YMUTE KOTAA HAAO

m [loppepxuBaer
pyspark.sqgl.Column - He HYXHbI
AOTMOAHUTEAbHbIE 0OEPTKMN B BUAE
spark.sql() n expr()

m HeT AMWHUX HarpoMOXAEHUU B
Scala

m FQDN mMOXHO napameTpusoBaTtb
yepes getattr()

== Physical Plan ==

java_function = sc._jvm. local.spark.MyAwesomeFunc.getSum()
input_cols = _to_seq(sc, args, _to_java_column)

udf_call = java_function.apply(input_cols)

result_col = Column(udf_call)

return result_col

spark.range(10).select(
col("id").cast("int").alias("a"),
col("id").cast("int").alias("b"),
col("id").cast("int").alias("c")

).select(call(col("a"), col("b"), col("c"))).show(2)

|UDF(a, b, c)|

I 0|
I 3]

package local.spark

import org.apache.spark.sql.expressions.UserDefinedFunction
import org.apache.spark.sql.functions.udf

object MyAwesomeFunc {
def getSum: UserDefinedFunction = vdf { (a: Int, b: Int, c: Int) =>a + b + ¢ }
}

*%(1) Project [UDF(cast(id#112L as int), cast(id#112L as int), cast(id#112L as int)) AS UDF(a, b, c)#120]
+- *(1) Range (@, 10, step=1, splits=6)



OCOBEHHOCTW
[TPUMEHERWNA




HacTponka AOrMpoBaHUSA

package local.spark

m log4j BcTpoeH B Spark

import org.apache.spark.internal.logging
import org.apache.spark.sql.expressions.UserDefinedFunction

u HaCTpOHKa L‘lepe?’ import org.apache.spark.sgl.functions.udf
conf/logdj.properties

object MyAwesomeFunc extends Logging o

- AO6aBMTb |0g4j.pr0per'ties Ha log.debug("MyAwesomeFunc is awesome!")

BOPKEPDbI U AIOaVIBep def getSum: UserDefinedFunction = udf { (a: Int, b: Int, c: Int) =>a + b + c }
}
m Hactpoutb onuuio

-Dlog4j.configuration [spark-2.4.5-bin-hadoop2.7] cat conf/log4j.properties | grep MyAwesomeFunc
log4j.logger.local.spark.MyAwesomeFunc=DEBUG

spark.driver.extralavaOptions -Dlog4j.configuration=file:logger/log4j.properties
spark.executor.extralavaOptions -Dlog4j.configuration=file:logger/log4j.properties
spark.yarn.dist.archives /path/to/logger.zip#logger




Ncnonb3oBaHUe Singleton Pattern

package local.spark

import org.apache.spark.internal.lLogging
import org.apache.spark.sql.expressions.UserDefinedFunction

[ ] KQHTpO/\b pa60Tb| BOPKeEpPa import org.apache.spark.sql.functions.udf
m Pabortac BA class MyAweSomeDatabase() {
def select( : String): Int = ???
m /\OKaAbHOE XpaHUAULLE PaKTOB h
] AOKaAbeIIZ KeLll object MyAwesomeFunc extends Logging {

log.debug("MyAwesomeFunc is awesome!")

m bbicTpbin Stateful Streaming
val myDb = new MyAweSomeDatabase()

m AAbTepHaTtmMBa BroadcastHashJoin _ _
def getSum: UserDefinedFunction = vdf { (a: Int, b: Int, c: Int) =>
val foo = myDb.select( query = """SELECT foo FROM bar""")

a+b+c+ foo }




CIMACUBO!




